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Abstract

A method isintroducted for detecting intrusions at the level of privileged processes. Evidence is given that short
sequences of system calls executed by running processes are agood discriminator between normal and abnormal op-
erating characteristics of several common UNIX programs. Normal behavior is collected in two ways: Synthetically,
by exercising as many norma modes of usage of aprogram as possible, and in alive user environment by tracing the
actual execution of the program. In the former case several types of intrusive behavior were studied; in the latter case,
results were analyzed for false positives.



1 Intr oduction

Moderncomputersystemsare plaguedby securityvulnerabilities. Whetherit is the latestUNIX buffer over ow or
bug in Microsoft InternetExploret, our applicationsandoperatingsystemsarefull of security a ws on mary levels.
From the viewpoint of the traditional securityparadigm,it shouldbe possibleto eliminatesuchproblemsthrough
moreextensie useof formal methodsandbettersoftwareengineeringThis view restson seseralassumptionsThat
securitypolicy canbeexplicitly andcorrectlyspeci ed,thatprogramscanbe correctlyimplementedandthatsystems
canbe correctlycon gured. Althoughtheseassumptionsnay be theoreticallyreasonablein practicenoneof them
holds. Computersystemsarenot static: They arebeingcontinuallychangedy vendors systemadministratorsand
users.Programsareaddedandremoved, andcon gurationsarechanged.Formalveri cation of a staticallyde ned
systemis time-consumingndhardto do correctly;formal veri cation of a dynamicsystemis impractical. Without
formal veri cations, tools suchasencryption,accessontrols, re walls, andaudittrails all becomefallible, making
perfectimplementatiorof a securitypolicy impossible gvenif a correctpolicy couldbedevisedin the rst place. If
we accepthatour securitypolicies,ourimplementationsandour con gurationsare a wedin practice thenwe must
alsoaccepthatwe will haveimperfectsecurity We canincrementallyimprove securitythroughthe useof toolssuch
asIntrusionDetectionSystemgIDS). The IDS approacho securityis basedon the assumptiorthat a systemwill
not be secureput thatviolationsof securitypolicy (intrusions)canbe detectedby monitoringandanalyzingsystem
behaior.

Thereare mary differentlevels on which an IDS canmonitor systembehaior. It is critical to pro le normal
behaior at a level thatis bothrobustto variationsin normal,andperturbedy intrusions.In thework reportedhere,
we choseto monitor behaior at the level of /emphprvilegedprocessesPrivileged processesarerunningprograms
thatperformserviceqgsuchassendor receve mail), whichrequireaccesso systenobjectsthatareinaccessibl¢o the
ordinaryuser To enableheseprocesse performtheirjobs,they aregivenprivilegesoverandabove thoseof anor-
dinaryuser(eventhoughthey canbeinvokedby anordinaryuser).In UNIX, processeasuallyrunwith the privileges
of the userthatinvoked them. However, privilegedprocessesanchangetheir privilegesto thatof the superuseby
meanf thesetuidmechanismOneof thesecurityproblemswith privilegedprocessem UNIX is thatthegranularity
of permissionss too coarsePrivilegedprocessenaeedsuperusestatusto accessystenresourceshut grantingthem
suchstatusgivesthemmore permissiorthannecessaryo performtheir speci ¢ tasks[26]. Consequentlyhey have
permissiorto accesgemphallsystenresourcesyotjustthosethatarerelevantto their operation Privilegedprocesses
aretrustedto acces®nly relevantsystemresourceshut in casesvherethereis someprogrammingerrorin the code
thatthe privilegedprocesss running,or if the privilegedprocesss incorrectlycon gured, anordinaryusermay be
ableto gainsuperuseprivilegesby exploiting the problemin the process.For the sale of brevity, we usuallyrefer
to privileged processegor programs)simply as “processes’{or “programs”),and usethe quali er only to resohe
ambiguities.

It is clearthatprivilegedprocesseareagoodlevel to focuson becausexploitationof vulnerabilitiesin privileged
processesangive anintrudersuperusestatus.Furthermoreprivilegedprocessesonstitutea naturalboundaryfor a
computerespeciallyprocessethatlistento a particularport. In UNIX, privilegedprocessessuchastelnetd and
logind , functionassenersthat control accessnto the system. Corruptionof thesesenerscanallow anintruder
to accesghe systemremotely Monitoring privileged processesiso offers someadwantagesver monitoring user
behaior, which hasbeenthe mostmethodto date(for example,see[4, 9, 22, 31, 35]). Therangeof behaiors of
privilegedprocessess limited comparedo the rangeof behaiors of users;Privilegedprocessesisuallyperforma
speci ¢, limited function, whereasuserscancarry out a wide variety of actions. Finally, the behaior of privileged
processess relatively stableover time, especiallycomparedo userbehaior. Not only do usersperforma wider
variety of actions,but the actionsperformedmay changeconsiderablyvertime, whereaghe actions(or at leastthe



functions)of privilegedprocessessuallydo notvary muchwith time.

Ourapproacho detectingrregularitiesin the behaior of privilegedprogramss to regardthe programasa black
box, which, whenrun, emits someobservable We believe that this obsenableshouldbe a dynamiccharacteristic
of that program;althoughcodestoredon disk may have the potentialto do harm, it hasto be actually runningto
realisethat potential. If we regardthe processasa black-box,we do not needspecializedknowledgeof the internal
functioningor the intendedrole of the processwe caninfer theseindirectly by observingits normalbehaior!. A
naturalobsenablefor processesn UNIX would be basedon systencalls, becausdJNIX processesaccessystem
resourceshroughtheuseof systemcalls. We have chosershortsequencesf systencallsasour obserable.

In anearlierstudywe reportedpreliminaryevidencethat shortsequencesf systemcalls area goodsimpledis-
criminatorfor severaltypesof intrusion[14]. Theresultsreportechereextendtheearlierstudy with severalimportant
differencesFirst,we have slightly changedow we recordsequencesf systentalls: Previously we usedook-ahead
pairs,with a look-aheadvalue of 6; herewe useexact sequencesf length10. Next, we have useda measureof
anomaloudehaior thatis independensf tracelength(basedbn Hammingmatchesdetweersequenceskinally, we
have collectednormalbehavior in areal,live? ervironment,andanalyzedt for falsepositives.

WewantanIDS thatis stableandlightweight(ef cient), all of whichall depend®nthediscriminator{obsenable)
thatwe useto distinguishbetweeracceptablandunacceptablbehaior. By stablewe meanthatthedescriminatore-
liably distinguishedbetweeracceptabl@andunacceptableehaior. Our approachs experimentabecauseave believe
thatcurrenttheoriesdo not adequateldescribenow implementedsystemgeally run. In this paperwe areprimarily
concernedvith determiningempiricallyif the discriminatoris stable.Ef ciency is a secondaryonsiderationandis
addresseih this paperto theextentthatwe analyzehecompleity of ouralgorithm;however, we do notreportactual
runningtimesfor themethodon a productionsystem.

Our work is inspiredby the defense®f naturalimmunesystems.Therearecompellingsimilaritiesbetweerthe
problemsfacedby immunesystemsand by computersecurity[15]. Both systemsmustprotecta highly complex
systemfrom penetratiorby inimical agents;to do this, they mustbe ableto discriminatebetweenbroadrangesof
normalandabnormalbehaior. In the immunesystem.this discriminationtaskis known asthe problemof distin-
guishing“self” (the harmlessmoleculesnormally within the body) from “nonself’ (dangerougpathogensndother
foreignmaterials) Discriminationin theimmunesystems baseddn a characterististructurecalleda peptide(a short
proteinfragment)thatis both compactanduniversalin thebody This limits the effectivenes®f theimmunesystem;
for example theimmunesystemcannotprotectthe bodyagainstradiation. However, proteinsarea componentf all
living matter andgenerallydiffer betweerself andnonself,sothey provide a gooddistinguishingcharacteristicWe
view our choserdiscriminator(shortsequencesf systemcalls)asanalogouso a peptide.

The structureof this paperis asfollows. In section2 we review relatedwork in intrusiondetection. Section3
describeour methodof anomalyintrusiondetection:First we describehow to build up pro les of normalbehaior,
andthenwe de ne threeways of detectinganomalies.We thenusethe methodto build a syntheticnormalpro le
in section4, demonstratingts effectivenessat detectingntrusionsandotheranomaliesIn section5 we considerthe
consequencesf collectingour normaldatain online, functioningervironments discussfalsepositives,andpresent
experimentakesultson falsepositive rates.The limitationsandimplicationsof our approacharediscussedhn section
6. A brief appendixs includedwhich detailsthe variousintrusionsthatwe usedin our experimentsthe methodsve

1Thereare otherapproacheshat requireknowledgeof the internalsandintendedrole of a program,mostnotablythe programspeci cation
method[26], which attemptgo constrainthe programin suchaway thatit canperformonly thoseoperationghe programis designedo do, and
nomore,i.e themethodre nesthepermissionstructureto accomodatspeci ¢ privilegedprocessesThedifferencedetweerour methodandthis
arediscussednorefully in section6.

2We usethe words“real” and“live” to referto a productionervironment,i.e an ervironmentwhich is currentlyin normal,everydayuse. We
contrasthisto our “synthetic” ervironment,whichis anisolatedtestervironment.



usedto generatesyntheticnormal,anda brief overview of UNIX.

2 RelatedWork

An IntrusionDetectionSystem(IDS) continuouslymonitorssomedynamicbehaioral characteristicef a computer
systemto determinef anintrusionhasoccurred. This de nition excludesmary usefulcomputersecuritymethods.
Securityanalysistools, suchas SATAN [12] andCOPS[13] areusedto scana systemfor weaknesseandpossible
securityholes.They arenotIDS becaus¢hey donotmonitorsomedynamiccharacteristiof the systenfor intrusions
or evidenceof intrusions,ratherthey scanthe systemfor weaknessesuchascon guration errorsor poor passverd
choiceghatcouldleadto intrusions.Otherimportantnon-IDSsolutionsto computersecurityproblemsareprovided
by cryptography[10], whichis especiallyusefulfor authenticatiorandsecurecommunication§32]. Virus protection
schemesuchasthatdescribedn [24] arealsonotIDS underourde nition, becaus¢hey scanstaticcode notdynamic
behaioral characteristicsSomeapproachearenot easilyclassi ed,for example,integrity checkingsystemsuchas
TRIPWIRE[25] monitorimportant les for changeshatcouldindicateintrusions.Althoughsuch les arestaticcode,
they becomeadynamiccharacteristiindicative of intrusionswhenmodi ed by intrusive actiities,andso TRIPWIRE
couldbeclassi edasanIDS.

Therearemary differentarchitecturedor IDS. IDS canbe centralized(i.e. processings performedon a single
machine)or distributedacrossmary machines Almostall IDS arecentralizedthe autonomousgentsapproact8]
is oneof thefew proposedDS thatis truly distributed. FurthermoreanIDS canbe host-basedr network-basedthe
formertypemonitorsactivity onasinglecomputerwhereashelattertypemonitorsactiity overanetwork. Network-
based DS canmonitorinformationcollatedfrom audit trails from mary differenthosts(multi-hostmonitoring) or
they can monitor network trafc. NADIR [22] and DIDs [21] are examplesof IDS that do both multi-hostand
network traf ¢ monitoring;NSM [20] is anIDS thatmonitorsonly network traf c. Regardlesof otherarchitectural
considerationsary IDS musthave threecomponents:Data collection (andreduction),dataclassi cationand data
reporting.Datareportingis usuallyvery simple,with systemadministratordeinginformedof anomalou®r intrusive
behaior; few IDS take it uponthemselesto actrapidlyto dealwith irregularities.Variousmethoddor datacollection
andclassi cationarediscussedbelow.

An IDS thatmonitorsfor intrusive behaior, needgo collectdataon the dynamicstateof the system.Selecting
a setof dynamicbehaioral characteristicso monitoris a key designdecisionfor anIDS, onewhichwill in uence
thetypesof analyzeghatcanbe performedandtheamountof datathatwill becollected.Mostsystemgfor example,
IDES/NIDES[30, 31, 4], Wisdom&Sensg29] andTIM [35]) collectpro les of userbehaior, generatedy audit
logs. Othersystemdook at network trafc, for example,NSM andthe systempresentedn [19]. Otherapproaches
attemptto characterizeéhe behaior of privilegedprocessesasin the programspeci cation method[26]. Different
behaioral characteristicsvill generatedifferentamountsof data;asan extremeexample,systemsmonitoringuser
pro les procesdsarge volumesof raw data(anaverageuserwill generatdrom 3 to 35MB of auditdataperday[18]).
In the lattercasethe datamayneedto bereducedo a manageablsize.

Oncea behaioral characteristids selected,t is usedto classify data. In the simplestcase,this is a binary
decisionproblem: The datais classi ed as eithernormal (acceptablepr anomalougand possiblyintrusive). Data
classi cation canbe more comple, for instance trying to identify the particulartype of intrusionassociatedvith
anomaloudehaior. A plethoraof methodshave beenusedfor dataclassi cation,the majority of themusingarti cial
intelligencetechniquegse€]18] for adetailedoverview). Classi cationtechniquesanbedividedinto two cateyories,
dependingnwhethetthey look for knownintrusionsignaturegmisusentrusiondetection, or for anomalousehaior
(anomalyintrusiondetection. Misuse-IDSencodéntrusionsignature®r scenariogindscanfor occurrencesf these,



which requiresprior knowledgeof the natureof the intrusion. By contrast,in anomaly-IDS,t is assumedhatthe
natureof the intrusionis unknownn, but that the intrusionwill resultin behaior differentfrom that normally seen
in the system. Anomaly IDS usemodelsof normalor expectedbehaior to monitor systems;deviationsfrom the
normalmodelindicatepossibleintrusions.Somesystemsncorporateboth cateyories,a goodexamplebeingNIDES,
or Denningsgenericmodelof anIDS [9].

Relatively few IDS dealwith misuseintrusiondetection. Onetype of implementatiorusesan expert systemto
t datato known intrusionsignaturesfor example,in IDES/NIDES,or Stalker [33], knowledgeof pastintrusionsis
encodedy humanexpertsin expertsystenrules.Otherapproacheattemptto generaténtrusionsignaturesutomat-
ically, for example,oneapproachusesa patternmatchingmodelbasedon coloredPetrinets[28, 27], while USTAT
[23] representpotentialintrusionsassequencesf systemstatesn theform of statetransitiondiagrams.

Becauseof the dif culty of encodingknown intrusions,and the continualoccurrenceof new intrusions,mary
systemdocuson anomalyintrusiondetection.A wide variety of methodshave beenused. TRIPWIRE monitorsthe
stateof specialles (suchasthe/etc/hosts.equiv le onaUNIX systempr UNIX daemorbinaries)¥or change;
normalis simply thestaticMD5 checksunof a le. A programspeci cationlanguagés usedn [26] to de ne normal
for privilegedprocessem termsof theallowedoperationgor thatprocessRule-baseihductionsystemsuchasTIM
have beenusedto generateaemporalmodelsof normaluserbehaior. Wisdom&Senséncorporatesan unsupervised
tree-learningalgorithmto build modelsof patternsn usertransactionsOthersystemssuchasNIDES, haveemployed
statisticalmethodsto generatemodelsof normal userbehaior in termsof frequeng distributions. NSM usesa
hierarchicalmodelin combinationwith a statisticalapproachto determinenetwork trafc usagepro les. On the
biologically inspiredside,connectionisbr neuralnetshave beenusedto classifydata[17], andgeneticprogramming
hasbeenproposedisa meansf developingclassi cations[8].

3 Anomaly Intrusion Detection

The methodwe presenhereperformsanomalyintrusiondetection(althoughit couldbe usedfor misusedetection—
seesectiont). We build upapro le of normalbehaior for aproces®f interesttreatingdeviationsfromthispro le as
anomaliesTherearetwo stagedo theanomalydetectionin the rst stagewe build uppro les or databasesf normal
behaior (this is analogoudo thetraining phasefor alearningsystem);n the secondstagewe usethesedatabase®

monitorsystembehaior for signi cant deviationsfrom normal(analogouso thetestphase).

Recallthat we have chosento de ne normalin termsof short sequencesf systemcalls. In the interestsof
simplicity, we ignore the parameterpassedo the systemcalls, andlook only at their temporalorderings. This
de nition of normalbehaior ignoresmary otherimportantaspect®of procesdehaior, suchastiming information,
instructionsequencebetweensystemcalls, and interactionswith other processesCertainintrusionsmay only be
detectabldéy examiningotheraspect®f procesdehaior, andsowe mayneedo considethemlater Ourphilosophy
is to seehow farwe cango with thesimplestpossibleassumption.

3.1 Proling Normal Behavior

The algorithmusedto build the normaldatabasets extremelysimple. We scantracesof systemcalls generatedy
a particularprocessandbuild up a databasef all uniquesequencesf a givenlength, k, that occurredduring the
trace.Eachprogramof interesthasa differentdatabaseyhichis speci c to a particulararchitecturesoftwareversion
andcon guration,local administratve policies,andusagepatterns.Oncea stabledatabasés constructedor agiven
program the databaseanbe usedto monitorthe ongoingbehaior of theprocesseswvokedby thatprogram.



This methodis complicatedoy thefactthatin UNIX aprogramcaninvoke morethanoneprocessProcesseare
createdriathefork systencall orits virtual variantvfork . Theessentiatlifferencebetweerthetwo is thatafork
createsa new processwhich is aninstanceof the sameprogram(i.e. a copy), whereasa vfork replacethe exisisting
proceswith a new one,without changingthe procesdD. We traceforks individually andincludetheir tracesaspart
of normal, but we do not yet tracevirtual forks because virtual fork exectuesa newv program. In future, we will
switchdatabasedynamicallyto follow thevirtual fork.

Giventhelarge variability in how individual systemsre currentlycon gured, patchedandused,we conjecture
thatindividualdatabasewill provideauniquede nition of normalfor mostsystemsWe believe thatsuchuniqueness,
andthe resultingdiversity of systemsjs an importantfeatureof the immunesystem,increasingthe robustnessof
populationgo infectiousdisease$16]. Theimmunesystemof eachindividual is vulnerableto differentpathogens,
greatlylimiting the spreadbf adiseasacrossa population.Traditionally, computeisystemdave beenbiasedowards
increaseduniformity becauseof the advantagesffered, suchas portability and maintainability However, all the
adwantage®f uniformity becomepotentialweaknesseswhenerrorscanbeexploitedby anattacler. Oncea methodis
discoveredfor penetratinghe securityof onecomputerall computerswith the samecon gurationbecomesimilarly
vulnerable.

The constructionof the normaldatabasés bestillustratedwith an example. Supposeave obsene the following

traceof systencalls (excludingparameters):
open,read,mmap,mmap,open,read,mmap

We slideawindow of sizek acrosghetrace recordingeachuniquesequencef lengthk thatis encounteredFor
example,if £ = 3, thenwe gettheuniquesequences:

open,read,mmap
read,mmap,mmap
mmap,mmap,open
mmap,open,read

For ef ciency, thesesequencearestoredastreeswith eachtreerootedat a particularsystemcall. Thesetof trees
correspondingo ourexampleis givenin gure 1.

We recordthe size of the databasén termsof the numberof uniquesequencesV, (in the examplejust given,
N = 4) soanupperboundon the storagerequirementgor the normaldatabasés O(Nk). In practice,the storage
requirementsremuchlower becaus¢hesequencearestoredastrees.For example thesendmail databaseyhich
containsl318uniquesequencesf length10, has7578nodesin theforest,whereeachnodecorrespondo asystem
call. If we hada nodefor every singlesystemcall in all 1318sequencesye would have 13180nodes.

3.2 Measuring AnomalousBehavior

Oncewe have adatabasef normalbehaior, we usethe samemethodthatwe usedto generatéhe databaséo check
new tracesof behaior. We look at all overlappingsequencesf lengthk in the new traceand determineif they
arerepresentedh the normal database.Sequencethat do not occurin the normal databasere consideredo be
mismatties By recordingthenumberof mismatchesye candeterminghestrengthof ananomalousignal. Thusthe
numberof mismatche®ccurringin a new traceis the simplestdeterminanbf anomalousehaior. We reportthese
countsbothasaraw numberandasa percentagef thetotal numberof matcheperformedn thetrace,whichre ects



thelengthof thetrace.ldeally, we would like thesenumbergo bezerofor new examplesof normalbehaior, andfor
themto jump signi cantly whenabnormalitiesoccur

We male a clear distinction here betweennormal and legal behaior. In the ideal casewe want the normal
databaseo containall variationsin normalbehaior, but we do not wantit to containevery single possiblepath of
legal behaior, becaus@ur approachs baseduponthe assumptiorthat normalbehaior formsonly a subsebf the
possibldegal executionpathsthrougha program andunusuabehaior thatdeviatesfrom thosenormalpathssigni es
anintrusionor someotherundesirableondition. We wantto be ableto detectnot only intrusions,but alsounusual
conditionsthatareindicative of systemproblems For example whena processunsout of disk spacejt mayexecute
someerrorcodethatresultsin anunusuakxecutionsequencépaththroughthe program).Clearlysuchapathis legal,
but certainlyit shouldnotberegardedasnormal

If the normaldatabas@loescontainall variationsin normalbehaior, thenwhenwe encounteia sequencehat
is not presentin the normaldatabaseywe canregardit asanomalousi.e. we canconsidera singlemismatchto be
signi cant. In reality, it is likely to beimpossibleo collectall normalvariationsn behaior (thesdssuesrediscussed
morefully in sections5 and 6), so we mustfacethe possibility that our normal databasevill provide incomplete
coverageof normalbehaior. Onesolutionis to countthe numberof mismatchesccurringin atrace,andonly regard
as anomaloughosetracesthat producemore thana certainnumberof mismatches.This is problematichowever,
because¢he countis dependenon tracelength,which mightbeinde nite for continuouslyrunningprocesses.

An alternatveis to constrairthemeasurdocally. Theanomaliesve have studiedaretemporallyclumped:Anoma-
lous sequencedueto intrusionsseemto occurin local bursts. However, de ning alocal measuras dif cult because
we have anunorderedstatespacej.e. we have no true notion of locality—how “close” onesystemcall is to another
We have choserfHammingdistance® betweersequenceasthemeasureAlthoughthis choiceis somavhatarbitrary
it is relatedto how closelyanomaliesare clumped.We cannottheoreticallyjustify this measuresowe determinets
worth empirically

We usethe “Hamming distance”betweentwo sequenceto computehow mucha nev sequencactuallydiffers
from existing normalsequencesThe similarity betweentwo sequencesanbe computedusinga matchingrule that
determinesiow thetwo sequencearecomparedThematchingrule usedhereis basedon Hammingdistancej.e. the
differencebetweertwo sequencesandj is indicatedby the Hammingdistancei(i, j) betweerthem. For eachnew
sequence, we determinghe minimalHammingdistanced i, (i) between andthesetof normalsequences:

dmin(i) = min{d(i, j) ¥ normalsequenceg}

Thedpin valuerepresentshe strengthof the anomalousignal,i.e. how muchit deviatesfrom a known pattern.
Notethatthis measurés notdependenvntracelengthandis still amenabldo theuseof thresholdgor binarydecision
making.

The variousmeasuregsanbeillustratedwith a small example. Again, considerthe traceshawn in the previous
example:

open,read,mmap,mmap,open,read,mmap
thatgeneratedhe normaldatabaseonsistingof:

open,read,mmap

3 Althoughwe arenot usinga binaryalphabetthe measurave useis analogouso a binaryHammingdistancej.e. it is the numberof positions
in whichthetwo sequencediffer.



read,mmap,mmap
mmap,mmap,open
mmap,open,read

Now, if we have atracein whichonecall (thesixthin thetrace)is changedrom readto mmap:
openread,mmap,mmap,open,mmap mmap
thenwe will havethefollowing new sequences:

mmap,open,mmap
open,mmap mmap

This correspond$o 2 mismatcheswhichis 40%of thetrace,andtwo d i, valuesof 1.

Thesethreedifferentmeasurefave differenttime- compleities. To determinghata new sequencés amismatch
requiresat mostk — 1 comparisonshecauséhe normalsequencearestoredin a forestof trees,wherethe root of
eachtreecorrespondto adifferentsystencall. Similarly, it will take k& — 1 comparisonso con rm thatasequencés
actuallyin thenormaldatabaself the sequencés notin thenormaldatabasethencomputingd i, for thatsequence
is muchmore expensve. Becauselin(i) is the smallestHammingdistancebetweeni andall normalsequences,
we have to checkevery singlesequencén normalbeforewe candetermined i (i) , which will requirea total of
N(k — 1) comparisongrecallthat NV is the numberof sequences the database)However, we expectanomaliego
berare,somostof thetime, the algorithmwill be con rming normalsequencesyhich is muchcheapeto do. If our
rateof anomalougo normalsequencess R, , thenthe averagecompleity of computingdyin (i) persequencés
N(k—1)Ra+ (k—1)(1 — Ra),whichisO(k(RaN + 1)).

3.3 Classi cation Errors

An IDS usingthesemeasuresvill be makingdecisionsdasen the obsenedvaluesof the measuresin the simplest
casethesearebinary decisions:Eithera sequencés anomalouspr it is normal. With binary decisionmaking,there
aretwo typesof classi cationerrors: Falsepositvesandfalsenegatives. We de ne theseerrorsasymmetrically:A
falsepositiveoccurswhena singlesequencgeneratedby legitimatebehaior is classi ed asanomalousanda false
negativeoccurswhennoneof the sequencegeneratedby anintrusionis classi ed asanomalousi.e. whenall of the
sequencegeneratedy anintrusionappeain the normaldatabaseln statisticaldecisiontheory falsenegativesand
falsepositivesarecalledtypel andtypell errors,respectiely.

To detectanintrusion,at leastoneof thesequencegeneratedby theintrusionmustbeclassi edasanomalousin
termsof our measuresye required,y,;, > 0 for atleastoneof thesequencegeneratedy theintrusion.We measure
thestrengthof theanomalyby d iy, andbecauseve wantintrusionsto generatestronganomaliesye assumehatthe
higherthe dy,j, the morelikely it is thatthe sequencevasactuallygeneratedby anintrusion. In practice we report
themaximumd,y,;, valuethatwasencountereduringatrace becausehatrepresentthe strongesanomalousignal
foundin thetrace,i.e. we computethe signalof theanomaly S 4, as:

Sa = max{dmin(i) Y new sequences}



In ourexampleabove,S 4 = 1. Generallywe donotreporttheactualS 4 value,butratherthe S 4 valuenormalized
overthesequencéengthk, to enableusto compareS 4 valuesfor differentvaluesof &, i.e.:

Sa=Sa/k

Although we would like to minimize both kinds of errors,we are more willing to toleratefalsenegativesthan
falsepositives. Falsenegativescanbe reducedvy addinglayersof defensewhereadayeringwill not reduceoverall
falsepositive rates. A simple exampleillustratesthis. Considera systemwith L layersof defensehatanintruder
mustpenetrateywhereat eachlayerthereis a probabilityp,, thattheintruderwill escapaletection(i.e. p,, is thefalse
negative rate). If the probability of detectionis independentor eachlayer, thenthe probability thatthe intruderwill
penetrateall layersundetecteds pZ. So,in this example,the overall falsenegative rateis exponentiallyreducecdby
addinglayersof protection(providedwe have independenceBy contrastjf we assumehatat eachlayerwe have an
(independentprobability py of generatinga falsepositive, thenthe expectednumberof falsepositvesis py - L . In
this casdlayeringcompoundgalsepositives.

Falsepositives can be measuredvhenwe collect normalbehaior in live ernvironments(seesection5). If we
arecollectingnormalempirically, the occurrenceof rarebut acceptableventscouldresultin anincompletenormal
databaself thenormalwereincompletefalsepositivescouldbetheresult,aswe encounteacceptablsequencethat
arenotyetincludedin our normaldatabaseTo limit falsepositves,we setthresholdon the d i (i) valuesj.e. we
will regardasanomalousry sequence for which

dmin(@) > C

wherel < C < kisthethresholdvalue.To summarizeif asequence of lengthk is sufciently differentfrom all
normalsequencet is agged asanomalous.The validity of the assumptiorthatintrusive behaior is characterized
by increasedHammingdistancerom normalsequenceis testedempiricallyin the sectionghatfollow.

4 Behavior in a Synthetic Environment

Thereare two methodsfor choosingthe normalbehaior that is usedto de ne the normal database:(1) We can
generatea “synthetic” normalby exercisinga programin asmary normalmodesaspossibleandtracingits behaior;
(2) we cangeneratea “real” normal by tracingthe normalbehaior of a programin a live userernvironment. A
syntheticnormalis useful for replicatingresults,comparingperformancen different settings,and other kinds of
controlledexperimentsRealnormalis moreproblematido collectandevaluate(theseissuesarediscussedh section
5); however, we needreal normalto determinenow our systemis likely to performin realisticsettings.For example,
if we generatenormalsyntheticallywe have noideawhatfalsepositive rateswe will getin realisticsettingsbecause
our synthetic by de nition, includesall variationson normalbehaior (althoughnotall variationson legal behaior).
We could excludesomesyntheticallygeneratedracesfrom normalandseewhatfalsepositivesresulted but it is not
clearwhich tracesto exclude—thechoiceis arbitraryandthe resultingfalsepositveswould be equallyarbitrary In
this sectionwe presentesultsusinga syntheticnormal;in section5 we presentesultsusingarealnormal.

4.1 Building a SyntheticNormal Database

We studiednormalbehaior for threedifferentprocessein UNIX: sendmail , Ipr andwu.ftpd (the rst two
wererunningunderSunOS4.1.x, andthe lastonewasrunningunderLinux). Sendmail is a programthatsends



andrecevesmail, Ipr is a programthatenablesusersto print document®n a printer, andftpd  is a programfor
thetransferof les betweerocal andremotehosts.Becausesendmail is the mostcomplex of theseprocessesye
will brie y describenow we exercisedsendmaito produceapro le of normalbehaior (themethoddor constructing
syntheticnormalfor the othertwo processesre describedn Appendix2). We consideredvariationsin message
length,numberof messagesnessageontent(text, binary, encodedgencrypted) messagsubjectline, who sentthe
mail, who receved the mail, and mailers. In addition, we looked at the effects of forwarding, bouncedmail and
gueuing.Lastly, we consideredhe effectsof the origin of all thesevariationsin the casef remoteandlocal delivery.

A suiteof 112 arti cially constructednessagewasusedto exercisesendmail (version5), producinga trace
of acombinedengthof over 1.5 million systemcalls. Table1l shavs how mary messagesf eachtypewereusedto
generatghe normaldatabasesWe beganwith messagéength,testing12 differentmessagéengths,rangingfrom 1
line to 300,000bytes.Fromthis, we selectedhe shortestengththatproducedhe mostvariedpatternof systemcalls
(50,000bytes),andthenusedthatasthe standardnessagéengthfor theremainingtestmessagesSimilarly, with the
numberof messages asendmail run,we rst sentl messagandtracedsendmail , thenwe sent5 messages,
tracingsendmail , andsoforth, upto 20 messagesThiswasintendedo testtheresponsef sendmail to burstsof
messagesie testedmessageontentoy sendingnessagesontainingASCII text, uuencodedlata,gzippeddata,and
apgpencryptedle. In eachcaseanumberof variationswastestedandthe onethatgeneratedhe mostvariationsin
systemcall patternsvasselectedasa singledefault wasselectedeforemoving on to thenext stage. Thesemessages
constitutedbur corpusof normalbehaior. We reranthis setof standardnessagesn eachdifferentoperatingsystem
andsendmail.cf  (thesendmail con guration le) variantthatwe tried, thusgeneratinga normaldatabasé¢hat
wastailoredto theexactoperatingconditionsunderwhich sendmail  wasrunning.

Of thefeaturesonsideredthefollowing seemedo have little or no effect: Numberof messagesnessageontent,
subjectine, who sentthemail, whorecevedthemail, mail programsandqueuing.Messagdengthhasa considerably
differenteffect on the sequencef systemcalls, dependingon the message@rigin: Remotemail producedracesof
systemcalls that are proportionalto the length of the messagewith little sequenceariationin thesetraces;local
mail producedracesthatareroughlythe samelength,regardlesof the sizeof messagehut the sequencef system
callsusedchangegonsiderablyasthe messagsizeincreasesln bothcasespncealargeenoughmessagsize (50K)
is usedto generatenormal, messagesize makes no difference. The effect of forwarding mail on remotetracesis
negligible, whereast hasa smallbut noticeableaffect on local traces.Bouncedmail hadmoreof aneffect remotely
but the effectsarestill evidentin thelocal case.

Foreachtest,wegeneratedatabasefr differentvaluesof k for eachof thethreeprocessetestedj.e. sendmail
Ipr andftpd . Theresultsfor ¥ = 10 areshovn in table2. Our choiceof sequencéengthwasdeterminedy two
con icting criteria. Ontheonehandwewantasequencéengthasshortaspossibleo minimizethesizeof thedatabase
andthe computationinvolvedin detection(recallthatthe time compleity of detectionis proportionalto k). Onthe
otherhand,if the sequencédengthis too smallwe will not be ableto discriminatebetweennormalandanomalous
behaior. Ourchoiceof 10is basedbn empiricalobsenations.

Thesedatabaseareremarkablycompact,for example,the sendmail databaseontainsonly 1318uniquese-
guence®f length 10, which requires9085bytesto storein our currentimplementation.sendmail is oneof the
mostcomple of the privilegedprocessesurrentlyusedin UNIX systemsandif its behaior canbe describedso
compactlythenwe canexpectthatotherprivilegedprocessewill have normalsatleastascompact.Thedataareen-
couragingbecausé¢hey indicatethattherangeof normalbehaior of theseprogramss limited. Too muchvariability
in normalwould precludedetectinganomaliesin theworstcasejf all possiblesequencesf lengthk shav up aslegal
normalbehaior, thenno anomaliesouldever be detected.

How mary possiblesequencesf lengthk arethere? If we have an alphabetSigma of systemcalls, with size
|Sigmal|, thenthereare |Sigmal|* possiblesequencesf lengthk. Choosingthe alphabetsize canbe problematic
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without knowing exactly which systemcallsareusedby sendmail , consideringhatthereareatotal of 182system
callsin the SunO$4.1.xoperatingsystem As a conserative estimatewe assumehatsendmail usesnomorethan

53 calls (thenumberin the syntheticnormaldatabase)o,for k£ = 10 thereare53'0 , or approximatelyl0'7 possible
sequencesThusour sendmail normaldatabasenly containsabout10 '3 percentof thetotal possiblenumberof

patterns.Of course this is not completelyaccuratepecausehe numberof possiblesequencethatsendmail can
actuallyuseis limited by the structureof the code.To determineghis would requireanalysisof the sourcecode which

is preciselywhatwe wish to avoid becaus@neof the strengthsf our approachis thatit doesnot requirespecialized
knowledgeof ary particularprogram.

4.2 DetectingAnomalousBehavior

Is intrusive behaior anomalousinderthis de nition of normal?ldeally, we wantmost,if notall, intrusive behaior
to beanomalousTo testthis, we have comparedhe normaldatabaseagainst rangeof known abnormabehavior.

In theseexpenments we reportthe numberof mismatchesthe percentagef mismatchesandthe normalized
anomaly5|gnaISA Becauses 4 is notdependenvnthelengthof thetrace,it is our preferredneasureHowever, Sa
valuesaremeaningfulonly in thecontext of detectiorthresholdsandthresholdsredependendntheacceptabléevel
of falsepositives. Becausef theway we constructedhormal,we have zerofalsepositivesfor syntheticdata;thus,in
principle,ary S4 > 0 indicatesan anomaly(althoughour goalis clearseparatiorbetweerthe anomalyandnormal,
i.e. Wewanttheg’; valuesto belarge). Theissueof falsepositivesin arealernvironmentis exploredin section5.

4.2.1 Distinguishing BetweenProcesses

The rst experimentsave performedcomparedsendmail  with otherUNIX programs.If we could not distinguish
betweersendmail andotherprogramsthenwe would be unlikely to detectsmall deviationsin the behaior of a
singleprogram.We have donethis comparisorfor varyingsequencéengths.Whenthe sequencéengthis very low,
(k = 1), therearevery few mismatchesin therangeof 0 to 7%. Whenthe sequencéengthreaches: = 30 thereare
100%mismatchesigainstall programsResultsof comparisongor k¥ = 10 arepresentedh table3
Eachprocessshaved a signi cant numberof anomaloussequencesat least57), and at leastone anomalous
sequencés quitedifferentfrom thenormalsendmail sequencessevincedby 5,\4, whichis atleast0.6,indicating
thatthemostanomalousequencdiffersfrom thenormalsequencei over half of its positions.Theprocesseshavn
aredistinctfrom sendmail becausehe actionsthey performareconsiderablydifferentfrom thoseof sendmail
We alsotestedthe normaldatabaséor Ipr andachieved similar results(datanot shavn). Ipr  exhibits evenmore
separationthanthatshawvn in table3, presumablbecausét is a smallerprogramwith morelimited behaior. These
resultssuggesthatthe behavior of differentprocesseis easilydistinguishablaisingsequencinformationalone.

4.2.2 DetectingIntrusions

The secondsetof experimentsvasto detectintrusionsthat exploit aws in threeprocessessendmail , Ipr and
wu.ftpd . Someof theintrusionsweresuccessfulandothersunsuccessfubecausef updatesandpatchesn soft-

ware.We reportresultsfor both. We would lik e to be ableto detectmost(if notall) of theseattemptedntrusionseven

if they fail. Detectionof failedintrusionswould be a usefulwarningsignthatan attacler is attemptingto breakinto

asystem.A third behaioral category thatwe would like to be ableto detectis the occurrencef error statessuchas
sendmail forwardingloops. Althoughtheseerror statesaretechnicallylegal behaior, they areproperlyregarded
asabnormabecaus¢hey indicatethe existenceof problems.
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We comparedaystencalltracedor eachof thethreecateyories(successfuixploits,unsuccessfigxploitsanderror
conditions)with the normaldatabaséor therelevantprogramandrecordedhe numberof mismatchespercentagef
mismatcheeverthetrace,andS’; values.Table4 shavsresultsfor successfuhtrusions.Eachrow in thetablereports
datafor onetypical trace. In mostcaseswe have conductedmultiple runsof the intrusionwith identicalor nearly
identicalresultswhererunsdifferedsigni cantly, we reportarangeof values.To date,we have collecteddataon ve
successfuintrusions,threeof themfor sendmail , onefor Ipr [3] andonefor ftpd [5]. Thethreesendmail
intrusionswere:sursendmailcp  [1], syslogd[2, 6], anda decodealiasintrusion. Theseintrusionsaredescribedn
the appendix.Most of the successfuintrusionsare clearly detectedwith 5‘; valuesof 0.5to0 0.7. The exceptionto
thisis decoddntrusion,which,onthelow endof therange generatesnly 7 mismatcheanda 3‘; valueof 0.2. These
resultssuggesapproximataletectiorthresholdghatwe would needin anonlinesystemnto detectintrusions.

Theresultsfor trying to detectunsuccessfuhtrusionsanderrorconditionsareshavn in table5. Theunsuccessful
intrusionsarebasedn attackscriptscalledsm565aandsm5x. SunO$4.1.4haspatcheghat preventtheseparticular
intrusions.Overall,theseunsuccessfuhtrusionsareasclearlydetectablasthesuccessfuhtrusions.Errorconditions
arealsodetectablavithin a similar rangeof S, values. As a clearcaseof undesirableerrors,we have studiediocal
forwardingloopsin sendmail (seeappendixfor a description).

In summarywe areableto detectall the abnormalbehaiors we testedagainst,ncluding successfuintrusions,
failedintrusionattemptsandunusuakrrorconditions.

We have only reportedesultsfor k = 10 becausexperimentsshav thatvaryingsequencéengthhaslittle effect
ondetectionjn termsof theSA measureWe analyzedsequenceef lengthk = 2 to k = 30. Theminimumsequence
lengthusedwas 2, becauset = 1 will just give SA 0or SA = 1, which is not sufciently informative. The
maximumsequencéengthusedwas30 becausé¢he costof computatiorscaleswith sequencéength. Theresultsare
reportedin gure 2. The decodentrusionis not detectabldor £ < 6, but beyondthis valueof kk, sequencéength
seemso makelittle differencefor S.4. Sometimesnincreasegequencéengthresultsin adecreasednomalysignal.
This could happenif the anomaliesconsistedf shortclumpsof systemcalls separatedby large gaps: As sequence
lengthincreaseslongersequencewould be moresimilar to normalsequenceskor example,saywe hada normal
sequencepen,read,mmap,mmap,open,read which anintrusiondisruptedn the rst threepositionsto give close,
close,close mmapopen,read Thenk = 3 would giveg:l = 3/3 = 1.0 (fromthe rst threesystencalls),butk = 6
would give§; = 3/6 = 0.5. Figure2 impliesthatthe bestsequencéengthto usewould be 6 or slightly largerthan
6, becausehatwill allow detectionof anomaliesvhile minimizing computationwhich is directly proportionalto .
We have chosent = 10 becausehatgivesa margin for error.

Consideringonly the threeanomalymeasuregjivesa limited picture of the sortsof perturbationcausecy in-
trusionsandotherunacceptablbehaiors. For example,the Sa valuesonly indicatethe mostanomalousequence
withoutgiving ary clearideaof how anomalousequencearetemporallydistributed. Theanomalypro le in gure 3
shavs thetemporaldistribution of anomalousequencefor a successfusendmail intrusion,oneof thesyslogd
intrusionruns. Fromthis gure we canseehow noticeableintrusionsare,andhow anomaliesare clumped. It also
indicatesthatif we weredoing real-timemonitoring,we might be ableto detectsomeintrusionsbefoie anintruder
gainsaccesstight atthe startof theintrusive behaior.

5 Behavior in a Real Environment

Theresultsreportedn sectiord werebasedn normaldatabasegeneratedyntheticallyi.e. we attemptedo exercise
all normalmodesof behaior of a given processaandusedthe resultingtracesto build our normaldatabaseskor an
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IDS thatis deployedto protecta functioningsystemthis maynotbethe bestwayto generateormal. Therealnormal
behaior of agivenproces®naparticulamtmachinecouldbe quitedifferentfrom the syntheticmormal. Somesynthetic
normalbehaiors may be absenin anactualsystem;on the otherhand,the real normalmight includebehaior that
we hadnotthoughtof, or wereunableto incorporatanto the synthetic.In this sectionwe attempto build normalin a
realervironment.

Severalquestionarisewhenwe considercollectingrealnormalon a runningsystem:

1. How do we ensurethatwe have notincludedabnormakequencesThatis, how do we ensureghatthe system
is not being exploited as we collect the normal traces? Including abnormalsequencesould resultin false
negatives.

2. How do we ensurethat our normalis sufciently comprehensie? How long do we collect normalfor? How
muchnormalis enough?An incompletenormalcouldresultin falsepositives.

3. Areintrusionsstill detectableswe increasahesizeof thenormal?As thesizeof normalincreasesye include
rare normal sequenceshat could overlap more with abnormalsequenceshus reducingdetectionrates,i.e.
increasingalsengyatives.

5.1 Collecting RealNormal

We have collectednormalfor Ipr in two differentreal environmentsat the Massachusettsstituteof Technologys
Arti cial Intelligencdaboratory(MIT), andattheUniversityof New Mexico's ComputeiScienceDepartmen{UNM).
In both caseswe useda very simplesolutionto questionl posedabore: How do we ensurethatintrusive behaior
is not includedin thesenormals? For the lpr we have studied,we are aware of only oneintrusion (reportedin
section4.2.2above) which requiresthatlpr generatea 1000print jobsin closesuccessionwhich is somethingve
asobsenerscouldeasilydetecton asystenthatnever generatesnorethan200jobsin aday. This doesnotguarantee
thatournormalis freeof intrusiontracesbut atleastwe have excludedtheintrusionagainstwhichwe do ouranalysis.
In general,however, the problemwill not be so trivial, particularlyif we do not know the natureof the intrusion
beforehandi.e. if we areconcernedvith trueanomalydetection Possiblevaysof excludingintrusive behaior from
thenormaltraceinclude:

¢ Collectnormalin thereal, openervironment,whilst monitoringthe environmentvery carefully to ensurethat
nointrusionshave happenediuringour collectionof normal. Thisis whatwe did for Ipr .

e Collectnormalin anisolatedervironmentwherewe are sureno intrusionscan happen.The disadwantageof
this solutionis thatthe normalwill possiblybe incomplete becauseahe ernvironmentis of necessitylimited,
particularlyin the caseof processesuchassendmail , thatcommunicatevith the outsideworld.

In the MIT ervironment,we tracedlpr runningon 77 differenthosts,eachrunning SunOS for two weeks,to
obtaintracesof a total of 2766 print jobs. The growth of the size N of the normal databasés shavn in gure 4.
As moreprint jobs aretracedandthe tracesaddedinto normal,sothe numberof uniquesequence®’ in the normal
databasgrows. Initially, the growth is very rapid, but thentapersoff, in particulay for ¥ = 6 andk = 10, there
is minimal databasgrowth past1000print jobs. This reinforcesthe ideaof choosingasshorta sequencéengthas
possible becauseave canaccumulatehefull rangeof normalsequencemuchmorerapidly for shortsequencesie
regard gure 4 aspromising,becausét indicategshatnormalbehaior is limited andcanbecollectedin a shortperiod
of time (dependingon how muchthe systemis used).
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How muchdoesnormalvary betweerdifferentervironmentsaVe have someanswersn the caseof Ipr  because
we havetwo normalscollectedndependentlyatMIT andUNM, for theidenticalprogramandoperatingsystem.These
representonsiderablydifferentervironments ascanbe seenfrom the differencedistedin table 6, for example,we
tracedpr ononlyonehostatUNM, whereasvetracedt on77 hostsatMIT. Despitethedifferencesn ervironment,
the patternsof databasgrowth in the UNM ervironmentare similar to thoseat MIT (datanot shavn), althoughthe
resultingdatabaseizesare quite different: 569 uniquesequencefor UNM and876 for MIT. Thesedatabasegsot
only differ in size,but alsoin content: For example,a comparisorof the uniquesequence both databasefor
k = 6 indicateghatonly 141 of thesequencearethe samebetweerthedatabasesyhich representd0%of the UNM
databas@and29%of theMIT database.

Althoughthesedatabasearevery different,they both detectthe Iprcp  intrusionalmostidentically Whenwe
analyzethe anomalousequencegeneratedy the intrusion,we nd thatthereare16 uniqueanomalousequences
detectedy the UNM databasewhich areidenticalto 16 of the 17 unigueanomalousequencedetectedy the MIT
databasei.e. the anomalyis almostidenticalfor both databasesThis suggestghat intrusion signaturescould be
encodedn sequencesf systencalls,i.e. the systemcall signaturecould bethe basisof amisuse-IDSpr anIDS that
doesbothanomalyandmisusedetection(for a furtherexplorationof theseideasseg[32]).

5.2 How much Normal is enough?

This sectionaddresseguestion®? and 3 posedabore: How muchnormalis enough?And, areintrusionsstill de-
tectableasthe sizeof normalincreases?n our experimentsve usedthelpr datawe collectedin the real erviron-
mentsat MIT andUNM. In bothcaseswe dividedthe setof datainto two, the rst setis usedasthetrainingset,and
the secondsetasthetestset. Thetraining dataareusedto build up a normaldatabaseandthetestdataarescanned
usingthis normaldatabaséwe explain belov how we choosehetestandtrainingsets).A falsepositive is thenary
sequence in thetestsetfor which

dmin(@) > C

We determinehelowestfalsepositive ratee ¢, by settingthethresholdC' to bethe minimumvalueneededor the
normaldatabaseo detectthelprcp intrusion. Becausave only have oneintrusionto testagainstandwe setthe
thresholdso that we always detectit, we have zerofalsenegatives. The falsepositive rateis simply the numberof
falsepositivesperjob.

Theexpectedfalsepositive ratewascalculatedusingthe bootstragechniquewhichis a procedurdor estimating
(approximating}he distribution of a statisticfrom a randomsample[11]. We dividedthe jobsinto testandtraining
setsasfollows: up to 700 jobs were choserrandomlywith replacementor the training set,andthe remainingjobs
wereusedfor the testset(thuswe hadatestsetof 2066jobsfor MIT andoneof 534 jobsfor UNM). This process
wasrepeatedL00timesto getthe bootstrapestimate. The bootstraps applicableherebecaus¢he dataappearto be
stationary We checledfor stationarityby samplingthejobsbothrandomly andin smallchronologicallyconsecutie
groups,andcomparingthe meansproducedoy the two samplingmethods.A two-tailed,two samplet-testbetween
thesetwo samplegjivesa P-valueof 0.19. Thusthe probabilitythatthesemeansaredifferentis insigni cant.

The expectedfalsepositive ratesand standarddeviationsare shavn in gure 5 for varying sizesof the normal
databaseThe datashavn arefor theMIT Ipr , with k¥ = 10, andC = 4. Similar resultswereobtainedwith thelpr
datacollectedat UNM (datanotshawn).

To summarizethe lowestexpectedfalsepositive ratein gure 5is 0.01 & 0.004. Thisis aboutl falsepositivein
every 100jobs, or, onthe MIT systemanaverageof 2 falsepositivesperday This ratewascomputedor a normal
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databasef 700 jobs, with 2066jobsin the testset. From gure 5 thefalsepositive rateappeardo be leveling off.
However, whenwe increasdhe size of the normaldatabas#o 1400jobs (not shavn in the gure), with a testsetof
1366jobs, theratedropsto 0.005 £ 0.002, which is onefalsepositive perday. We are hesitantto draw too mary
conclusiondrom thesedatabecausehey arederivedfrom a singleprocesgor which we have only onetrue positive
(anintrusion),andsowe cannotgetanaccurataneasuref falseneggatives,or the falsepositive ratewe could expect
if we hadto detectseveraldifferentintrusions.Furthermorealthoughwe have doneteststo checkfor stationaritywe
cannotbe absolutelysurethatthereareno time-dependereffectsin thedata.

If we build the normaldatabasehronologicallyfrom the rst 700jobsandcomparethatto the remaining2066
jobs,we getafalsepositiverateof 0.004 for asequencéengthof 10. Althoughthisis within thebootstraplistribution,
thereis a probability of only 0.05 of gettinga falsepositive ratethatlow whenthe jobs arerandomlyselected Soit
may bethattherearetemporaldependenciesot detectedy our testsfor stationarity In anon-line systemnormal
would be constructedrom the rst jobsencounteredandsoin this casewe couldexpectlower falsepositive rates.

It is worth notingthatthesefalsepositive ratesarecomputedor a systemin which we have only spent3 or 4 days
collectingnormalbehaior. Providedthe sizeof the normaldatabaseloesnot grow inde nitely, we could expectour
falsepositive ratesto reduceaswe spendmoredayson normalcollection. This s illustratedby the factthatwhenwe
increasahesizeof thenormaldatabas#o include1400jobs(7 days),ourfalsepositiveratehalves.Furthermoreeven
if we useall of thenormalbehaior tracedovertwo weeksto build thenormaldatabasehethresholdor detectionof
thelprcp intrusiondoesnotdrop(seetable6).

5.3 Analysisof FalsePositives

We lookedatthesequencewhichwereresponsibldor thefalsepositivesto getanideaof whatcouldbe causingare
but acceptablédehaior. We investigatedseveralfalsepositvesandfoundunusuakircumstancebehindall of them,
including:

1. Trying to print on a machinewherethe le /dev/printer did not exist. This le is anamedocal soclet
thatconnectdo Ipd runningon the machine.Apparentlylpr would placea job in the queue but could not
communicatevith Ipd . It is unclearwhethedpd indicatedanerror. It is likely thatthe job did not print.

2. Printing from symboliclinks. lpr wastold to printa le in the currentdirectoryusingthe-s ag. It seems
thatthe le to beprintedwasactuallya symboliclink to anotherle, solpr followedthesymboliclink to the
original le, andthenplacedasymboliclink to thereal le in thespooldirectory

3. Printingfrom a separatelyadministereanachinewith a very differentcon guration.
4. Tryingto printajob solargethatlpr ranoutof disk spaceor thelog le.

Whenthe normaldatabasés built chronologicallythereareonly 6 falsepositives,3 of which arecausedy the
rst case(1) above,and3 of which arecausedy theseconctase(2).

Are thesereallyfalsepositives?A falsepositive is somesortof acceptabldehaior thatis classi edasanomalous.
If the behavior is unacceptablegvenif it is not causeddy anintrusion,we would wantto know aboutit, becauseét
indicateghatthe systemis not functioningproperlyor ef ciently . Points1 and4 abore arebothinstance®f irregular
behaior symptomaticof a problemwith the system;bothindicateconditionsthatneedto berecti ed. In this sense,
neitherl nor 4 arefalsepositives. This kind of analysisindicatesthatour actualfalsepositive rateis lower thanthe
reportedvalues,for example,in the caseof a chronologicainormal,the numberof falsepositveswould be reduced
from 6 to 3.
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6 Discussion

The previoustwo sectionshave presentedvidencethatshortsequencesf systemcalls aregooddiscriminatorse-
tweennormalandabnormabperatingcharacteristicef severalcommonUNIX programslin essenceye have found
aregularityin executingprogramshatis highly likely to be perturbedby intrusive actiities. Theseresultsareinter

estingfor severalreasonsThey suggest possibleimplementatiorpathfor a lightweightintrusion-detectiosystem;
the techniquesnight be applicableto securityproblemsin othercomputationakettings;they illustratethe value of

studyingtheempiricalbehavior of actualsystemsandthey suggest strategy for approachingtheron-lineproblems
in computingthatarenotwell solvedby corventionalmethods.

Although the resultspresentedn sections4 and 5 are suggestie, much more testingneedsto be completed
to validatethe approach.In particulay extensve testingon a wider variety of UNIX programsbeing subjectedo
large numbersof differentkinds of intrusionsis desirable. For eachof theseprograms,we would ideally like to
have resultsboth in controlledenvironments(in which we could run large numbersof intrusions)andin live user
ervironments Overall,we expectthatdiscriminationwill bemoredif cult in highly stresse@nvironmentghigh user
loads,overloadechetworks,etc.) in which mary exceptionalconditionsareraised.Furthermoreywe would lik e to test
thesedeasin differentoperatingsystemssuchasWindows NT. Recentlywe have successfullydetectedntrusionsin
two otherprograms:A buffer over ow in thexlock programrunningin Linux, anda symboliclink vulnerabilityin
theswinstall programrunningunderHP-UX [7]%.

However, there are somelogistical problemsassociatedvith collectingdatain live userernvironments. Most
operatingsystemsare not shippedwith robusttracingfacilities, andas muchas possible we would like to collect
datain standardizeervironments.lt is dif cult to justify installing codewith known vulnerabilities(neededo run
large numbersof differentintrusions)in a productionenvironment,thus putting the usercommunityat risk of real
intrusions. Finally, thereareno obvious stoppingcriteria. Every systemis slightly different—whercanwe saythat
we have collectedenoughdataon enoughdifferentprogramsn enoughdifferentervironments?

Assumingthat more detailedexperimentscon rm our results,therearea hostof systems-engineeringuestions
thatneedto be addressetheforean IDS basedon theseprinciplescould be implementecanddeployed. First, what
combinationof syntheticand actualbehaior shouldbe collectedto de ne a normaldatabasedn mary userervi-
ronmentsgcertain(legitimate)featuresof programamight be seldomused,andsoa databasgeneratedrom live user
tracesmight containfalsepositives,whereasonstructinga syntheticdatabasappropriatelycould preventthesefalse
positives. It would alsobe mucheasierto distribute an IDS thatdid not requirea lot of customizatiorat the time it
is installed—an IDS shouldmale systemsadministrationeasiemot harder Thus,the collectionof real usagedata
at install- time would have to be highly automated.A relatedcomplicationis how to guarantedhat no intrusions
take placeduringthe collectionof normalbehaior. Secondwhich UNIX programsshouldbe monitored,andhow
(andwhen)shoulddatabasebe switchedwhendifferentprocessearestartedWe could usea completelydifferent
databasdor eachprogram—earliexve emphasizedhat normalbehaior for differentprogramss signi cantly dif-
ferent(rangingfrom 40%to 80%). However, thesepercentagealsoimply thatthereis muchbehaior in common
betweerdifferentprogramsandsoin arunningimplementatiorwe mightbe ableto reduceresourceequirementdy
exploiting this commonality Finally, we ervision our IDS asa real-time,on-line systemthat could potentiallydis-
coverandinterruptsomeintrusionsbeforethey weresuccessfulThefeasibility of thisis highly dependenbn ef cient
designandimplementatiorof boththetracingfacility andthealgorithmsthatdetectmismatches.

Our emphasishasbeenon determiningif our approachcan be successfuht all. We were not too concerned
with efciency issuesin this paper However, for the systemto be ableto detectintrusionsin real-time—ashey

4This datawascollectedby Mark Crosbie at Hewlett Packard
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are happening—willrequirecarefulattentionto ef ciency issues.As a rst steptowardsthis we have analyzedthe
compleity of our algorithm,althoughwe have not beenableto measurats ef ciency in a productionenvironment.
Shouldthe implementatiorprove too inef cient, therearenumeroussimpli cations we could experimentwith, such
aslooking only atspeci c kindsof calls,or only at every tenthcall, etc.

An importantquestionin the context of an IDS is what responsés mostappropriateoncea possibleintrusion
hasbeendetected.This is a deeptopic andlargely beyond the scopeof our paper Most IDS respondby sending
an alarmto a humanoperator In the long run, however, we believe that the responseside will have to be largely
automatedf IDS technologyis goingto be widely deployed. We have someevidencethatintrusionsgeneratéighly
regularsignaturessoit mightbepossibleto storethesesignature$or known intrusionsandrespondnoreaggressiely
whenthosesignaturesredetected Thenfor newv anomaliesnorecautiousactionscould betaken. Oneadvantageof
monitoringattheprocesdevel is thatawide rangeof responseis possiblerangingfrom shuttingdown thecomputer
completely(mostradical)to simply runningthe processatlower priority.

The methodwe proposes not a panacea—iwill certainlymisssomeforms of intrusions. Oneexampleis race
conditionattacks,which typically involve stealinga resourcgsuchasa le) createdby a programrunningasroot,
beforethe programhashada chanceto restrictaccesgo theresourcelf theroot processloesnot detectan unusual
errorstate,a normalsetof systemcallswill be made defeatingour method.Otherexamplesof intrusionsthatwould
be missedarepasswerd hijacking (whenoneusermasqueradeasanother) andcasesn which a userviolatespolicy
withoutusingprivilegedprocesses.

Theideaof looking at shortsequencesf behaior is quite generaland might be applicableto several otherse-
curity problems.For example, peoplehave suggesteadpplyingthe techniqueto severalothercomputationasystems,
including: The Java virtual machine the CORBA distributedobjectsystem securityfor ATM switchesandnetwork
security For eachof thesepotentialapplicationsjt will be necessaryrst to determineempirically whethersimple
de nitions (analogoudo sequencesf systemcalls) give a clearandcompactignatureof normalbehaior, andthen
to determindf thesignaturds perturbedy intrusive behavior.

Our approachs similar to several otherapproacheslthoughthe differencesarecritical. Ko etal [26] have also
chosenthe level of privileged processesbhut they characterizehe behaior of a privileged processby a program
speci cationor policy, which is a descriptionof whatthe programshouldbe ableto do. This policy is derived from
the programcodeandso requiresspecializedknowledgeof programfunction. Writing a policy canbe proneto the
samesortsof errorsas writing the program,i.e. it is hardto guaranteecorrectness.Most importantly from our
perspectie, sucha policy could easilyincludebehaior thatis legal but not normalbecauset is hardto determine
beforehanavhatbehaior shouldbenormal.We avoid thesdssuedy treatingthe programasablackbox, andrelying
purelyon empiricalobsenationto ascertairprogrambehaior. Anotherkey differences thatwe rely exclusively on
sequencingnformation,unlike the speci cationapproachwhich monitorsindividual operationsHowever, thereare
otherapproachesuchasTIM [35], thatconsideisequencingnformation.Thesediffer from ourapproachn thatthey
look at the domainof userbehaior, andusea probabilitisticapproachor detectinganomalies.Becauseur results
aresufciently promisingtheaddedcompleity of usingprobabilitiesseemsainnecessaryt is possiblehatoursimple
deterministicapproachs successfubecausdecaus®ur datais well-structuredlf thisis the casejt maywell bethat
probabilitiesarenecessarin lessstructureddomains suchasuserbehaior.

In earlier paperswe have adwcateda comprehensie approachto computersecuritybasedon a collection of
organizingprinciplesderivedfrom our studyof theimmunesysteni34]. Theimmune-systemerspectiehascertainly
in uenced mary of our designdecisionsput in this paperwe are emphasizingoncretecomputationamechanisms
andlargelyignoringtheimmunesystemconnection Detailsof how ourapproacho IDS ts into theoverallimmune-
systenvisionaregivenin [15]. Extensionaresuggestethy analogy

An importantbiasunderlyingour approachs thatmoderncomputersare“complex systems'’in thesensehatthey
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arecomprisedf alargenumberof componentsnary of whichinteractnonlinearly Thesecomponentarecontinually
evolving, aswell asthe environmentsn whichthey areembeddedtheir usersandthe programmersvho implement
them. This compleity threatendo overwhelmdesignstratgiesbasedon functionaldecomposition Furthermoreit
impliesthatalthoughwe designandbuild computersye do not necessarilyinderstandhow they behae. An example
of thisis thefactthatthe normalbehaior of a highly comple programsuchassendmail canbe capturedby such
a smallnumberof systemcall sequences—itvould have beenhardto predictthis. Ratherthanmakingassumptions
abouthow we believe thatprogramsor userswill behae, or trying to prespecifytheir behaior (andbeingsurprised),
this paperasksthe questionWhatbehaior dowe obsene?Thatis, we take existing artifactsandstudytheirbehaior
rigorously Althoughsuchanapproachmight be dismissedas”merely empirical” ratherthantheoretical our pointis
thatwe needto spendmoretime askingto whatextentour existing theoriesdescribeour existing artifacts.

7 Conclusions

We presentedh methodfor anomalyintrusiondetectionat the procesdevel. Normalwasde ned in termsof short
sequencesf systencallsexecutedby runningprivilegedprocessesOur pro les of normalbehaior, which consisted
of uniguesequencesf length 10, wereremarkablycompactfor example,the sendmail databaseontainedonly
1318suchsequencesThreemeasuresvereusedto detectabnormabehaior asdeviationsfrom pro les of normal.
Thesemeasuresllowed usto successfullydetectseveral classef abnormalbehaior, including: Intrusionsin the
UNIX programssendmail , Ipr andftpd ; failedintrusionattemptsagainstsendmail ; anderror conditionsin
sendmail . We studiedtwo differentmethodsof accumulatingnormalpro les: Generatingiormalsyntheticallyby
attemptingto exercisethe programin asmary modesof normaloperationaspossible andtracinga processn alive
userervironment.In thelattercasewe have analyzedhedatafor falsepositives.Ourfalsepositive ratesfor Ipr  were
aboutl in every 100 print jobs (andexplainablein termsof systemproblems) but theseresultsaretentative because
we did not have sufcient datafor a comprehensie analysis. In future we intendto expandour baseof intrusions
andgathemoredatafor moreprocessesunningin realervironmentssowe cangetmorerealisticestimate®f false
positve andfalsenegative rates.
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Appendix 1
This appendigivesmoredetaileddescriptionf intrusionsanderrorconditionsthatwe testedagainst.

sunsendmailcp: The sunsendmailcgcript usesa specialcommandine optionto causesendmail to appendan
emailmessagéo a le. By usingthisscriptona le suchas/.rhosts , alocalusermayobtainrootaccess.

syslogd: Thesyslogd attackusesthesyslog interfaceto over ow abufferin sendmail . A messagés sentto
thesendmail onthevictim machinecausingit to log a very long, speciallycreatederrormessageThelog
entry over ows a buffer in sendmail , replacingpartof the sendmail 'srunningimagewith the attacler's
machinecode.The new codeis thenexecuted causinghe standard/O of aroot-ovnedshellto be attachedo
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a port. The attacler maythenattachto this port at his or herleisure. This attackcanbe run eitherlocally or
remotely;we have testecbothmodes We alsovariedthe numberof commandsssuedasroot aftera successful
attack.

decode: In older sendmail installations,the alias databaseontainsan entry called“decod€; which resohesto
uudecode , a UNIX programthatcorvertsabinary le encodedn plaintext into its original form andname.
uudecode respectabsolutelenames,soif a le “bar.uu” saysthattheoriginal le is“/home/foo/.rhoststhen
whenuudecode is given“bar.uu; it will attemptto createfoo's.rhosts  le. sendmail will generally
run uudecode asthe semi-prvilegeduserdaemonsoemail sentto decodecannotoverwriteary le onthe
system;however, if thetarget le happengo beworld-writable,the decodealiasentry allows these les to be
modi ed by aremoteuser

Iprcp: Thelprcp attackscriptusedpr toreplacehecontentf anarbitrary le with thoseof another Thisattack
exploitsthefactthatolderversionsof Ipr useonly 1000differentnamedor printerqueueles, andthey do not
remove theold queueles beforereusingthem. The attackconsistf gettinglpr  to placea symboliclink to
thevictim le in thequeuejncrementindpr 'scounterl000times,andthenprintingthenew le, overwriting
thevictim le' scontents.

ftpd: Thisisacon gurationproblem.Wu.ftpd ismiscon guredatcompiletime,allowing usersSITEEXECaccess
to/bin . Userscanthenrun executablesuchasbash with root privilege.

unsuccessfulntrusions: sm5x,sm565a.

forwarding loops: A local forwardingloopsoccursin sendmail whena setof SHOME/.forward les form a
logicalcircle. We consideredhe simplestcase shovn in table7.

Appendix 2

Thisappendidescribedrie y how syntheticnormalsweregeneratedor ftpd andlpr .

Thesyntheticftpd wasgeneratedby tracingthe executionof ftpd , usingevery optionontheftpd manpage
atleastonce.

The syntheticlpr was generatedy tracing the following typesof Ipr jobs: Printing a text le, printing a
postscriptle, attemptingto print a noneistent le, printing to several differentprinters,printing with andwithout
burstpagesprinting with symboliclinks (the-s option).
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Typeof Behavior # of Mail Messages
messagéength 12
numberof messages 70
messageontent 6
subject

sender/receer

differentmailers

forwarding

bouncednail

gueuing

vacation

Total 1

BNARARRAN

Table1: Numberof messagesf eachtype usedto generatesyntheticsendmail normal. Eachnumberin thetable
indicateghe numberof variantsused for example we usedl12 differentmessagéengths.

process Databas&izeN

sendmail 1318
Ipr 198
ftpd 1017

Table2: Normaldatabassize N for sequencéengthof 10,for sendmail , Ipr andftpd .

Process NumberMismatches % Mismatches §,\4

Is 42 75 0.6
Is -l 134 91 1.0
Is-a 44 76 0.6
ps 539 97 0.6
ps-ux 1123 99 0.6
nger 67 83 0.6
ping 41 57 0.6
ftp 271 90 0.7
pine 430 77 1.0

Table3: Distinguishingsendmail from otherprocessesEachcolumnreportsresultsfor a singleanomalousnea-
sures:Mismatchegcolumn2), percentagef mismatchesveratrace(column3), and(column4). Theresultsshavn
arefor asequencéngthof £ = 10. Thereareno mismatchesagainssendmail itself becaus¢he databasencludes
all variations.
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Anomaly NumberMismatches % Mismatches §,\4

syslogd 248-529 17- 30 0.7
sunsendmailcp 92 25 0.6
decode 7-22 1-2 0.2-05
Iprcp 242 9 0.5
ftpd 496 38 0.7

Table4: Detectionof successfulntrusionsfor sendmail , Ipr andftpd . The datafor the syslogdattackshav
theresultsof tracingsendmail (ratherthantracingsyslogd itself). Thethreecolumnslist the resultsfor various

anomalousneasuresrom mismatchespercentagef mismatchesveratrace,to S4. In somecaseghecolumnslist
arangeof valuesfrom minimumto maximum.Theresultsarefor &k = 10.

Anomaly NumberMismatches % Mismatches Sa
sm565a 54 22 0.6
Sm5x 472 33 0.6
forwardloop 21-108 10-18 0.4-0.6

Table5: Detectionof unsuccessfuhtrusionsanderrorconditionsfor sendmail . Thethreecolumnslist theresults

for variousanomalousneasuresdrom mismatchespercentag®ef mismatchesveratrace,to S4. Theresultsarefor
k = 10.

UNM MIT
Numberof hosts 1 77
Numberof printjobs 1234 2766
Time period(weeks) 13 2
DB SizeN 569 876
Detectionof Iprcp:
# mismatches 11009 11006
% mismatches 7 7
Sa 04 04

Table6: Comparisorof Ipr normalscollectedat MIT andat UNM. Theseresultsarefor k£ = 10.

Emailaddress .forward le
foo@hostl bar@host2
bar@host2 foo@hostl

Table7: Forwardloop.
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Figure Captions

Figurel: An Exampleof aforestof systemcall sequencérees.

Figure2: Sa plottedagainstsequencéengthk. Fromthis plot we infer thatsequencéengthmaleslittle difference
oncewe have alengthof atleast6.

Figure3: Anomalypro le for arunof thesyslogd intrusion. The datarepresents traceof systemcallsthatis a
concatenationf 5 forkedsendmail processesThe S, valuefor thisintrusionis 0.7,i.e. the highestpointreached
onthey-axis.

Figure4: Growth of databasesizefor Ipr normalcollectedat MIT. The x-axis indicatesthe numberof print jobs
tried, andthe y-axisindicateshe numberof uniquesequence#’ in thenormaldatabase.

Figure5: Bootstrapestimateof changen expectedfalsepositive rateasnormaldatabassizeincreases.
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